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ABSTRACT

Computational speed and available memory size on a single processor are two limiting factors when using the
frequency-domain equation of radiative transport (FD-ERT) as a forward and inverse model to reconstruct
three-dimensional (3D) tomographic images. In this work, we report on a parallel, multiprocessor reduced-
space sequential quadratic programming (RSQP) approach to improve computational speed and reduce memory
requirement. To evaluate and quantify the performance of the code, we performed simulation studies employing
a 3D numerical mouse model. Furthermore, we tested the algorithm with experimental data obtained from
tumor bearing mice.
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1. INTRODUCTION

Optical tomography (OT), which computes the unknown internal optical properties from boundary measure-
ment data, is fundamentally a parameter identification problem controlled by a partial differential equation
(PDE). Employing the equation of radiative transport (ERT), this problem can be formulated within a general
PDE-constrained optimization framework. To do so, the integro-differential ERT has to be transformed into a
system of coupled first-order partial differential equations by adopting the discrete ordinate method. Compared
to more commonly applied unconstrained optimization methods,1 the PDE-constrained algorithms promise to
substantially reduce the time to convergence, since at each iteration step of the optimization process only ap-
proximations of the ERT are required.2 PDE-constrained optimization methods have been explored for a variety
of fields,3 however, their use in OT has been limted. Recently, Abdoulaev et al4 have introduced an augmented
Lagrangian scheme for OT that is well-suited for large non-linear programming implementations and has shown
to increase the convergence speed. However, this approach requires the selection of numerous proper auxiliary
parameters,2 which makes this approach somewhat impractical. In this paper we present a reduced sequential
quadratic programming (RSQP) method that operates in conjunction with a Quasi-Newton updating scheme
(QN-RSQP to generate three-dimensional reconstructions of optical tomographic data. This approach offers a
practical solution to smooth optimization of large-scale PDE-constrained systems. The method adopted in this
paper interleaves optimization with forward simulation, and simultaneously yields the optimal distribution of
optical properties while converging ERT equation. Furthermore, as a large-scale optimization problem, ERT
based OT can benefit from implementing parallel computing techniques. Over the last decade a large body of
work has been published that focus on parallelization of PDE solvers5 and related optimization algorithms.6
However, there have been only two studies that investigated the parallelization of optical tomographic imaging
codes. Hielscher and Bartel7 suggested to distribute forward calculation that originate from different sources
positions onto different processors. In a different approach, Holboke et al8 distributed calculations for different
source-modulation frequencies onto different processors. Neither paper considered parallelization beyond dis-
tributing forward simulation nor specifically solving a single discretized forward PDE equation simultaneously
on different processors.
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In the remainder of the paper, we first formulate a PDE-constrained optimization problem for OT and
describe the numerical solution. This part includes specifics of the Lagrangian function, its first-order optimality
condition and second-order system, as well as the algorithm of realizing QN-RSQP method. The implementation
of parallelization of QN-RSQP using a PETSc library9 and Message Passing Interface (MPI)10 functions is given
in Section 3. The performance of reconstruction code with QN-RSQP algorithm is illustrated by a numerical
mouse simulation example in Section 4. Furthermore an application of our new QN-RSQP algorithm to image
tumor bearing mice is presented in Section 5.

2. QUASI-NEWTON RSQP ALGORITHM FOR OT PROBLEM

2.1. Lagrangian with Least Square Objective Function

The objective function to be minimized in OT can be formulated as a least square function:
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where, Ns is the number of sources and N d
s is the number of detectors per source; µ is the reconstructed

parameter (either the absorption coefficient µa , scattering coefficient µs, or combination of µa and µs); zd
s is

the recorded measurement with source s and detector d; R(µ) is a regularization term and ! is a regularization
parameter. !u = (u1, u2, á, us, á, uN s )T " R2NM ! N s is a series of solutions for all sources, where, us " R2NM is
a set of predicted photon radiance field solutions of FD-ERT at a specific source s.

Reformulating the discretized OT inverse problem within the constrained optimization framework, we obtain:

min
(µ, !u )

F (µ, !u);

s.t. Cs(µ, us) = 0; s = 1, 2, á á á, Ns,
(2)

where, Cs(µ, us) is a discretized FD-ERT at source s. FD-ERT is defined as:
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where, i =
%

! 1, v is the speed of light in the medium, and " is the source modulation frequency. The
attenuation coefficient (unit cm# 1) µt = µa +µs. u (x, ! ) is the photon radiance at position x (x " D ) traveling
in direction ! with the unit of Wcm# 2sr# 1. Note that u (x, ! ) is frequency dependent. Phase function k(! á! ")
describes the probability of photons being scattered from direction ! " to direction ! . Q (x, ! ) is an internal
source with the unit of Wcm# 3sr# 1 defined in the domain D $ S2. The Lagrangian is defined by:

L (µ, !u, !#) := F (µ, !u) +
N s"

s=1

#sCs(µ, us) = F (µ, !u) + !#T C, (4)

where, !# = (#1, #2, á á á, #s, á á á, #N s )T " R2NM ! N s is a Lagrangian multiplier vector
and C = (C1(µ, u1), C2(µ, u2), á á á, CN s (µ, uN s )T . We use Equation (4) to derive the optimality conditions that
characterize the solutions.

2.2. KKT Conditions and KKT system

Solutions to the constrained optimization problem (2) satisfy the first-order optimality conditions given by,
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The first KKT condition equals the adjoint FD-ERT equation projecting back the mismatch of the objective
function to the whole computation domain. The second KKT condition is the gradient of the Lagrangian
function with respect to the reconstruction parameters. The third KKT condition is reduced to the forward
FD-ERT equations.

The second derivative of the Lagrangian function forms a KKT matrix. If we define the following denotation
with x := µ (or !u):

W xx := # xx F + (# xx C)T !# Hessians of the Lagrangian,
gx := # x F (µ, !u) gradient of the objective function,
A x := # x C Jacobian of the constraints.

The KKT system at the kth Newton updating step can be expressed as:
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where, $!uk , $µk and $!#k are Newton updating directions at kth iteration, respectively; !#k+1 is the updated
Lagrangian multiplier.

2.3. QN-RSQP Method
Solving a full KKT system directly is only practicable with some efficient preconditioners. On the other hand, if
one reduces the KKT system to an unconstrained-similar optimization problem, he can always keep the problem
stable and convergent. The reduced-space method can be written in the following block factorization of KKT
matrix: .
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where, the reduced-Hessian matrix Wz is defined as: W z := A µ
T A !u

# T W !u !u A !u
# 1A µ ! A µ

T A !u
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W µ !u A !u
# 1A µ + W µµ , and the cross-Hessian matrix Wy is defined as: W y := W !u µ ! W !u !u A !u

# 1A µ .

Using the quasi-Newton approximation the reduced KKT system becomes
.
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where, gr := gµ ! A µ A !u
# T g!u and the reduced-Hessian matrix W z is replaced by BFGS updating matrix B z .

The iterative QN-RSQP algorithm can be summarized as follows:

¥ Set kmax , %g, %c

¥ Initialize k = 0, µ0, B 0, !#0

¥ Evaluate C0, g0
r

¥ While (k < k max & &C&l 2 > %c & &gr &l 2 > %g) do

1. Calculate $µ: $µ := B # 1
z gr

2. Calculate $!u: $!u := ! A !u
# 1(C + A µ $µ)

3. Calculate &: line search step
4. Update µ and !u: µ := µ + &$µ and !u = !u + &$!u
5. Calculate !#: !# := ! A !u

# T g!u

6. k := k + 1 and Evaluate &C&l 2 , &gr &l 2

¥ end while
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3. PARALLEL IMPLEMENTATION OF QN-RSQP ALGORITHM

We implemented a parallel version of the QN-RSQP optimization algorithm with the PETSc library9 from
Argonne National Laboratory. This library uses MPICH standard10 for interprocess communication and offers
advanced data structures and routines for parallel solutions of partial differential equations.

3.1. Discretization

With the combination of a discrete ordinates (SN) method11 for the angular variable and a step difference
finite-volume discretization method for the space variable,12 FD-ERT (3) can be converted to the following
algebraic equation:13

(A ! S)u = Q, (9)

where, A " R2NM ! 2NM and S " R2NM ! 2NM are the real discretized attenuation-convention and scattering
operators, respectively. N denotes the total number of discretized volumes and M denotes the total number of
discretized ordinates. The boundary source term and the boundary condition can be denoted by Q . The vector
u " R2NM ! 1 gives the radiance u(x, ! ) on the elements C in the direction ! :

u =

4

5
6

ũ1

...
ũ2N

7

8
9 with ũ =

4

5
6

u1
...

uM

7

8
9 . (10)

More details on the discretization of the FD-ERT (Eq. (3)) can be found in reference.13

3.2. Domain Decomposition and Subdomain Communication

The first step of the parallel implementation with the domain decomposition method is to partition the dis-
cretized computational domain. We equally split the mesh along x (or y, z) Cartesian coordinates among
processors and roughly balance the number of mesh nodes. After partitioning we build and subassemble the
necessary vectors in parallel on each processor. In order to take full advantage of the object provided by PETSc
to manage communication of data between vectors in parallel, we reordered elements according to PETSc or-
dering. Then a set of integer indices was defined to facilitate the vectors’ communication between different
processors. The index set (IS) on each processor is constructed with all subdomain elements followed by their
neighboring elements. Regarding the numerical scheme, the neighboring elements here refer to those elements
that are located at the neighboring subdomain and share a surfaces with the current domain. For example, in
Fig. 1(b), subdomain P1’s neighboring elements are 13, 14, 5, and subdomain P2’s neighboring elements are
1, 16, 17. The index set can help us to locally assign the vectors’ values on each processor and update the
value of the whole vector (global vector) accordingly. Alternatively, we can globally assign the vector values on
all processors and obtain the local vectors’ values accordingly. In the parallel algorithm, the size of the local
working vector is equal to the length of the index set on each processor. That means we choose to store the
subdomain’s values of the vectors on each processor, as well as its neighboring vectors’ (ghost vectors) values.
Fig. 1 illustrates the steps of decomposing the domain and constructing subdomain’s communication. This
method requires extra memory for storing ghost vectors as part of the local working vectors. The separation of
communication and computation regarding ghost vectors simplifies the implementation. It does not affect the
algorithm’s speed, since we can overlap the communication with some other locally computational tasks.

3.3. Solving Linear Algebraic System

To further simplify the parallel implementation and reduce memory burden, we adopted a matrix-free method
to solve the linear algebraic equations. The matrix-free method requires to use nonlinear solvers (SNES library
in PETSc). For example, we can rewrite the linear equation in step 5 of the QN-RSQP algorithm as:

F (!#) := A!u
!# + g!u = 0. (11)

We used an inexact Newton method to iteratively solve Equation (11). To avoid confusion, we call the iteration
inside the inexact Newton method as inner iteration, while the iteration of QN-RSQP algorithm is called outer
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Figure 1. (a) An example of discretizing a square computational domain with an unstructured triangle mesh; (b)
partitioning the mesh along y coordinate by roughly balancing elementsÕ number on two subdomain P1 and P2; (c)
reordering the mesh to PETSc ordering; (d) Illustration of assigning a set of index to elements of subdomain P1 and its
neighboring elements.

iteration. At each inner iteration, two major steps are involved for solving a linear system: A!u (!#k )$!#k =
! F (!#k ) for updating $!#k , and update !#k+1 = !#k + $!#k . With the matrix-free method a matrix-vector product
A!u (!#k )$!#k is computed at each inner iteration. A paralleled GMRES(n) solver provided by PETSc library
is used to solve the linear system, where n denotes the number of iteration steps after which GMRES is
restarted. Here we choose n = 7. GMRES(n) algorithm is stopped when the relative residual r < 10# 3, where
r := &A!u (!#k )$!#k + F (!#k )&" 2 / &A!u (!#0)$!#0 + F (!#0)&" 2 .

3.4. Parallel QN-RSQP algorithm

Using the domain decomposition method, a parallel QN-RSQP algorithm is realized by partitioning the calcula-
tion of large scale problems on subdomains. This simulatenously subdomain computation requires storing and
updating vectors (eg. µa, us, á á á) on different processors. Using the vector µa , we illustrate the parallel storage
of vectors on different processors:

µa := (µ1
a, µ2

a, á á á, á á á, µN
a )" ='

(
:::)

:::*

µa(I )
µa(II )
...
µa(P)

:=

(
::::)

::::*

(µ(1)
a , µ(2)

a , á á á, µ(N I )
a )"

(µ(1)
a , µ(2)

a , á á á, µ(N II )
a )"

...
(µ(1)

a , µ(2)
a , á á á, µ(N P ) !

a )

, (12)

where, (1), (2), á á á, (Ni ( i = I,II, ááá,P ) ) are sets of IS on subdomains located from processor 1 to P . NI , NII á á áNP

represent the sizes of the local working vector on each processor, where Ni equals to the summation of each
subdomain’s elements’ number and its neighboring elements’ number. Thus, N < N I + NII + á á á+ NP .

With above parallel vector storage scheme, we accordingly parallelize the algorithm. Fig.2 illustrates the
parallel implementation of the code. The algorithm starts with initializing the optical properties’ vectors on P
processors. With the parallel linear solvers provided PETSc, we simulatenouly solve subdomain FD-ERTs on
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Figure 2. The ßowchart of the paralleled QN-RSQP algorithm

P processors to obtain a distributed photon radiance vector u. Then, the distributed gradients’ vector of the
objective function is concurrently calculated on P as well. The norm of the gradients’ vector (or the contraints’
vector) is collectively calculated by summarizing the norms of the subvectors on all processors to a single value.
If both the norm of gradients’ vector and the norm of constraints’ vector are bigger than the set threshold,
then the algorithm enters its iterative optimization loop. In the loop, the updating optical properties ($µ) are
calculated on P processors with a parallel Lm-BFGS algorithm, and the updating photon radiance fields ($u)
are also distributedly computed by parallel soving a linear algebriac equation (algrithm step 2). Gathering the
parallel data structures ($µ,$u) from all processors, a proper step length & is computed by a backtracking line
search algorithm. The & is then broadcasted to all processors for updating the optical properties and the photon
radiance fields. The Lagrangian multipliers are also distributively calculated by solving the adjoint transport
equation on P processors. The photon radiance fields and the optical properties are optimized at the same
time and both reach the optimal solutions when the norm of the constraints’ vector and the norm of gradients’
vector become smaller than the set threshold. Swapping the ghost vectors and gathering the norms and the line
search steps are two parts involving data transfer between processors. These inter-processors’ communication
are realized by utilizing a set of functions in PETSc library9 and Message Passing Interface(MPI).10

4. RECONSTRUCTION RESULTS WITH A VIRTUAL MOUSE MODEL

4.1. Virtual mouse model

The numerical example presented in this section focuses on mimicking small animal imaging. Our group has
developed a numerical phantom of a mouse, which was created from 90 axial magnetic resonance images with a
slice separation of 0.6mm .14 This model consists of cubic cells with 0.6mm size length. The final cubic mouse
mesh consists of 36217 nodes that form 31457 cubic control volumes (see Fig. 3). Different optical properties
are assigned to different individual organs. Values for µa and µs used in this study can be found in Table 1.
In this numerical example, we focused on the reconstruction of the mouse’s kidney area, which includes three
organs: the gastrointestinal tract, liver, and kidneys (see Fig. 3). The partial mouse body is 1.44cm in high
with 10008 element. Along the z direction, The kidneys range from z = 0.16 ( 1.0cm. We arranged two layers
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Figure 3. (a) a virtual mouse model, (b) the partial mouse model sectioned from the whole virtual mouse model, and
(c) the mesh of the partial mouse model (b) used for the numerical simulation

of sources and detectors around the boundary at z = 0.12cm and z = 1.32cm , which ensures the two kidneys
are totally enclosed. 12 sources and 12 detectors are evenly distributed on each layer.

Tissue µa(cm# 1) µs(cm# 1)
Brain 0.30 10.0
GI tract 0.27 3.8
Heart 0.10 3.4
Kidney 0.7 4.00
Liver 0.3 8.3
Lung 0.33 5.0
Body 0.10 3.0

Table 1. Optical properties for organs of a numerical mouse model

In the example, we used the exact optical properties as initial guesses for all organs except for the kidneys.
The kidneys’ initial optical properties are set equal to the properties of the boundary body. The stopping
criterion for QN-RSQP reconstruction algorithm is given by &C&" 2 ) %c and &gr &" 2 ) %g with %c = %g = 1.0# 6 .

The quality of the reconstructed images are measured by calculating the correlation coefficient ' a " [! 1, 1]
and the deviation factor ' b " [0, * ) given by

' a(µo, µr ) =
; N

i =1 (µo
i ! µ̄o

i ) (µr
i ! µ̄r

i )
(N ! 1)( µ r ( µ o

and ' b(µo, µr ) =

<=
=
> 1

N

N"

i =1

#
µr

i ! µo
i

µo
i

$ 2

, (13)

where, ( µ r =
?

1
N

; N
i =1 (µr

i ! µ̄r
i )

2 and ( µ o =
?

1
N

; N
i =1 (µo

i ! µ̄o
i )

2 being the standard deviation of the

reconstructed (µr ) and original (µo) setup medium, respectively. The index i " [1, N ] is a discretized cell of an
image. All cells are elements of a vector µ of length N . The vector µ refers to all absorption coefficients µa or
all scattering coefficients µs, depending on which parameter is reconstructed.
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Table 2. Parallel speedup achieved with two processors on one node vs. that achieved with two processors on two nodes
Cases Executive time of one iteration(sec) Speed up

Serial computation 4205 1

Parallel computation Shared memory 2661 1.58
distributed memory 2156 1.95

4.1.1. Reconstruction Results

We plot one yz cross-section and two xy cross-section absorption maps of the reconstructed 3D partial mouse
in Fig 4. One can see that the higher absorption coefficients values in the kidneys area are well recovered with
the parallel PDE-constrained optimization algorithm. From Fig 4 (A), we see the maps of higher absorption
coefficents in two kindeys are well separated and located in the numerically set place, though some artificial
high absorption values around the boundary megers the right kidney image to the boundary. Fig 4 (B) and
(C) show the cross sections along the Z direction, both of figures show the reconstructed absorption maps of the
GI, livers and kidneys. The reconstructed images are evaluated by the correlation coefficients and the deviation
factor. The correlation coefficients ' a = 0.78 and the deviation factor ' b = 0.34.

Figure 4. (A) Cross section of the reconstruction absorption coe!cient at the plane x=0.8 cm; (B) Cross section of
the reconstructed absorption coe!cient map at the plane z= 0.42 cm; (C) Cross section of the reconstructed absorption
coe!cient map at the plane z= 0.66 cm

4.1.2. E!ciency of the Parallel QN-RSQP Algorithm

The efficiency of a parallel algorithm can be characterized by its scalability , which is defined as the accelerated
time versus the number of processors. We have extensively tested the scalability of the parallel QN-RSQP
algorithm on our lab cluster, which is a four-node dual-processor cluster with 2.33 GHz IntelXeon CPU, 2 GB
RAM controlled by each node, and 1GBit ethernet for the communication between the nodes. We decomposed
the computational domain along Z direction. For P processors, the partial mouse is rough equally divided into
P parts along the z direction.

With two processors on each node, we investigated the parallel speedup both in the case of physically
distributed memory (using two processors on two different nodes) and in the case of physically shared memory
(using two processors on one node). From Table 2, one can see that parallelization with distributed memory
achieved higher scalability than that with shared memory. Adding additional processors to a shared-memory
multiprocessor increases the bus traffic on the system, slowing down memory access time and delaying program
execution. Distributed-memory multiprocessors, however, have the advantage that each processor has a separate
bus with access to its own memory. Because of this, they are much more scalable. 15

We further examined the scalability of distributed memory with increasing number of processors, where we
forced the code to be executed on one processor at each node. With four processors, the algorithm was speedup
by a factor of 3.81.
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5. IN VIVO IMAGING OF TUMOR BEARING MICE

Next we tested our algorithm on previously published data16 converning growth and regression of Wilms tumors
implanted in the kidneys of NCR athymic nude mice. Tumors cells were injected into the left kidney of the
mouse and allowed to grow for 52 days. Subsequently, anti-vascular endothelial growth factor (anti-VEGF)
drug was administrated to treat the tumor. During growth and regression of the tumor, optical tomographuc
data was taken with the continous wave DYNOT system. In addition, magnetic resonance images were taken
to monitor the growth. More details concerning the experiement can be found in the reference.16

Mimicking the experiment’s setup, we consider a cylindrical domain (see figure 5 for mesh setup) given by
D := { (x, y, z) : (x2 + y2) ) 1.62; 0 ) z ) 4.0} . A total number of 24 sources (Ns = 24) and 24 detectors
(Nd = 24) are uniformly distributed on the boundary of two layers defined by: Γi = { (x, y, z) : x2 + y2 =
2.52; z1 = 1.0; z2 = 3.0} . Note that on each layer, the 12 sources and 12 detectors are evenly distributed on the
circle. We cover this cylindrical domain into 27,972 tetrahedral elements.

Figure 5. (A)A schmatic of the experimental setup indicating the sources and detectorsÕ locations; (B)3D mesh used in
reconstruction.

Here we use our new parallel QN-RSQP algorithm to obtain absorption maps for monitoring the tumor
growth. We also compare the recovered maps with the obtained MRI images. In the top row of Figure 6, MRI
cross-section images on the 31st, 38th, 45th and 52nd days after the implantation are presented. Dramatic
increase of the tumor size is indicated by the MRI images. In the middle and bottom rows of Figure 6,
we present the respective cross-section (xy and yz cross sections) images of the reconstructed 3D absorption-
coefficient maps. These four figures show an increasing values of absorption coefficients and expanding areas of
high absorption coefficients, which are consistent with the result revealed by MRI. We believe the increase in
absorption coefficients is due to an increase in tumor blood volume that was caused by a general increase of the
tumor size.

The reconstructed absorption-coefficient maps one day after the treatment with anti-angiogenic agent are
shown in Figure 6 (53rd day). We observed a significantly reduced absorption coefficient as compared to the
result of the 52nd day. This suggests that the blood volume inside the tumor is significantly reduced. This
observation is in agreement with previous reports that found that anti-VEGF drugs can cause blood vessel
disruption as early as 24 hours after treatment.

Using our domain decomposition approach on 4 processors, the reconstruction time of these in vivo studies
is between 4.5 ( 5.5 hours. This is roughly 11 times faster than previous reconstruction, which were performed
with an unconstrained algorithm on a single processor.

6. SUMMARY

We formulated the image reconstruction problem in optical tomography within a PDE-Constrained optimization
framework. The resulting system of partial differential equation was solved with a Quasi-Newton Reduced-
space quadratic programming(QN-RSQP) algorithm. The code was parallelized using a domain decomposition

H-*%=(*5(2H8C(7*'=(IJIK((IJIKLMFQ



1mI

0 005 01 0 0.05 0.1 0 005 0.1 0 005 0 0 0.05 0.1

31st clay 2th day 45th day

Figure 6. Top row: MRI images of a mouse with Wilms tumor for the 31st, 38th, 45th, and 52nd day; Middle (xy cross
section) and bottom (yz cross section) rows: Reconstructed absorption coe!cients maps for the 32st, 39th, 46th, 52nd
and 53rd day.

method. The Resulting parallel algorithm was tested on numerical mouse data and experimental data. The
results show that with the efficient PDE-Constrained parallel implementation, the computation times can be
reduced by a factor of 11 in presented cases compared to the tradiational unconstrained image reconstruction
codes. Furthermore, we demonstrated that the code is especially suitable for monitoring tumor growth and
regression of Wilms tumors, which reveals the promising potential of the QN-RSQP algorithm for imaging of
small tissue volumes.

ACKNOWLEDGMENTS

This work was supported in part by the National Institute of Biomedical Imaging and Bioengineering (NIBIB
- grant R01 EB001900) and the National Institute of Arthritis and Musculoskeletal and Skin Diseases (NIAMS
- grant 2R01-AR046255), which both are part of the National Institutes of Health (NIH).

REFERENCES

1. K. Ren, G. S. Abdoulaev, G. Bal, and A. H. Hielscher, “Frequency-domain optical tomography with the
equation of radiative transfer,” SIAM Journal on ScientiÞc Computing(SISC) 28(4), pp. 1463–1489, 2006.

2. J. NoceDal and S. J. Wright, Numerical Optimication , Springer-Verlag, New Yok, 1999.
3. G. Biros and O. Ghattas, “Parallel newton-krylov method for pde-constraiend optimization,” in Proceedings

of SC99:High Performance Networking and Computing, ACM Press and IEEE Computer Society Press,
(Portland, OR), November 1999.

4. G. Abdoulaev, K. Ren, and A. H. Hielscher, “Optical tomography as a constrained optimization problem,”
Inverse Problem21, pp. 1507–1530, 2005.

5. E. Vainikko and I. G. Graham, “A parallel solver for pde systems and application to the incompressible
navier-stokes equations,” Applied Numerical Mathematics 49(1), pp. 97–116, 2004.

6. O. Ghattas and C. E. Orozcc, “A parallel reduced hessian sqp method for shape optimization,” Multidis-
ciplinary Design Optimization: State-of-the-Art , pp. 133–152, 1997.

7. A. H. Hielscher and S. Bartel, “Parallel programming of gradient-based iterative image reconstruction
scheme for optical tomography,” Computer Methods and Programs in Biomedicine49(7), pp. 1147–1163,
2004.

H-*%=(*5(2H8C(7*'=(IJIK((IJIKLMFJL



8. M. J. Holboke, B. J. Tromberg, X. Li, N. Shah, J. Fishkin, and D. Kidney, “Three-dimensional diffuse
optical mammography with ultrasound localization in a human subject,” J. BioMed. Opt. 5(2), pp. 237–
247, 2000.

9. S. Balay, K. Buschelman, W. D. Gropp, D. Kaushik, M. G. Knepley, L. C. McInnes, B. F. Smith, and
H. Zhang, “PETScWeb page,” 2001.

10. W. Gropp, E. Lusk, and A. Skjellum, Using MPI: Portable Parallel Programming with the Message Passing
Interface, 2nd edition, MIT Press, Cambridge, MA, 1999.

11. E. E. Lewis and W. F. Miller, Computational Methods of Neutron Transport, American Nuclear Society,
La Grange Park, IL, second ed., 1993.

12. R. Eymard, T. Gallouet, and R. Herbin, Finite volume methods in Handbook of Numerical Analysis VII,
P. Ciarlet and J. L. Lions, eds., North-Holland, Armsterdam, second ed., 2000.

13. K. Ren, G. S. Abdoulaev, G. Bal, and A. H. Hielscher, “Algorithm for solving the equation of radiative
transfer in the frequency domain,” Opt. Lett. 29(6), pp. 578–580, 2004.

14. K. Ren, B. Moa-Anderson, G. Bal, X. Gu, and A. H. Hielscher, “Frequency domain tomography in small
animals with the equation of radiative transfer,” Optical Tomography and Spectroscopy of Tissue VI5693,
pp. 111–120, 2005.

15. C. Quammen, “Introduction to programming shared-memory and distributed-memory parallel computers,”
2005.

16. J. Masciotti, F. Provenzano, J. Papa, A. Klose, J. Hur, X. Gu, D. Yamashiroc, J. Kandel, and A. H.
Hielscher, “Monitoring tumor growth and treatment in small animals with magnetic resonance and optical
tomographic imaging,” Optical Tomography and Spectroscopy of Tissue VII6081, p. 608105, 2006.

H-*%=(*5(2H8C(7*'=(IJIK((IJIKLMFJJ


